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Collecting data

Learning the objective

Optimized Solution

Learning-based optimization



<latexit sha1_base64="BNCr0mvHjJg1WMWUt8c6g4PM8D0="></latexit>

yt = f
ω( t) + ωt

Example: Drug Discovery

4

Can we leverage the structure and symmetries of this domain of graphs?

[MW, BS, PK, AK, IB, AI4D 2024]

a galaxy of small molecules
(action domain)

binding to a protein
(reward function)

Choose a molecule Evaluate it

<latexit sha1_base64="OQzkEoMSx0zo1+nHpdqlmV+s6hw="></latexit>

t

At every step t Goal: solve it using the fewest samples.

<latexit sha1_base64="gFULDlf0QaxlRL4budHLUTtpA48="></latexit>

= argmax f ω( )

find good molecules
(bandit problem)

<latexit sha1_base64="XIvXUdECWh0Eu4xY3r87sXMyDkI="></latexit>

→
{

, · · · ,
}

<latexit sha1_base64="A6PN7VODmzBAMXl4DWLnNL4fLsQ="></latexit>ω

explore
estimate exploit

maximize 
<latexit sha1_base64="RMSmBvMZbUezjtpW4oangqnoKkk="></latexit>

f ω
<latexit sha1_base64="RMSmBvMZbUezjtpW4oangqnoKkk="></latexit>

f ω



Sample Efficienty through structure
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Knowing which features are relevant in calculation of 
the reward, yields a notion of similarity, helping us to 
find the solution.

<latexit sha1_base64="B4uCh9q3hecQdTXnPealJ9iA6fg="></latexit>

ω

• Uncover sparsity/low-dim manifold
• Respect Image, graph, or sequence structure

We narrow down the domain to high-reward areas.

A fine-grained notion of similarity accelerates the search.

<latexit sha1_base64="VFOoXAYv0RaPnS5IJbCxIQ5gGzI="></latexit>

ω( )
<latexit sha1_base64="VX8eOaHseF6gQbJkmaJ/Nb4rP0c="></latexit>

d( , ) < !
<latexit sha1_base64="rxqWVjjESCw58BxtUWfhiUTlVvo="></latexit>

|f ω( )→ f ω( )| ↑ ω

Observing           gives information about its neighborhood
<latexit sha1_base64="/HTt8wrMI6i65GxPrejlNsHKWoY="></latexit>

f ω( )

<latexit sha1_base64="gqgiHkn068Y0Dz+ScYeJGdDZu5w="></latexit>

d2( , ) → d1( , )



Problem setting (Adaptive optimization)

6

Many algorithm classes achieve this: 
e.g. optimistic or reduction-based.

The agent takes an action            by looking at 

linear or Hilbert-Schmidt operator   

Goal: incur minimal expected regret

<latexit sha1_base64="cgx/OX3w+Cj4NcvVQhKzERJJ8b8="></latexit>

xt → X
<latexit sha1_base64="GPid/sp9/PC3Mf6V0QduF7Ia9rc="></latexit>

Ht→1 = {(x1, y1), . . . , (xt→1, yt→1)}.

The environment responds with
<latexit sha1_base64="YDPHL53JprCMT8CmXqE28k1yYN8="></latexit>

yt = f
ω(xt) + ωt sub-Gaussian       measurable noise 

<latexit sha1_base64="t3LuZgqQyr7bwy2Zi5kuuq0txrY="></latexit>

ωω → ε2(N)
<latexit sha1_base64="7tEzcTN8yBfdIC8p9x/PJnS0Hhg="></latexit>

f ω(x) = →ωω(x), εω↑

<latexit sha1_base64="e6/uoByYvbtpWFLSf0p8pxhUAbY="></latexit>

P
(
→T ↑ 1 : R(T ) = o(T )

)
↑ 1↓ ω

<latexit sha1_base64="yFf2wZPV8rL0aaHIHpUX3vvZUN4="></latexit>

R(T ) =
T∑

t=1

f (xω)→ f (xt)

<latexit sha1_base64="488Ce7f8utxvZcyRH1DI2dZo3Ek="></latexit>

lim
T→↑

R(T )

T
a.s.
= 0

When    is known, success criteria is any-time sub-linearity 

We focus on    when is unknown.



Learning the structure offline vs. online
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With (plenty of) offline i.i.d. data we can learn the features well.

This is more complicated in adaptive setting.

• Samples are non-i.i.d.
• The may not even be diverse.

explore
estimate exploit

maximize 
<latexit sha1_base64="RMSmBvMZbUezjtpW4oangqnoKkk="></latexit>

f ω
<latexit sha1_base64="RMSmBvMZbUezjtpW4oangqnoKkk="></latexit>

f ω

<latexit sha1_base64="7tEzcTN8yBfdIC8p9x/PJnS0Hhg="></latexit>

f ω(x) = →ωω(x), εω↑
• Sparsity recovery and representation learning
• Manifold learning
• Adapting network architecture to data type

<latexit sha1_base64="+9Eu54NumLw8by0iBuHedOrzXcU="></latexit>

(x1, y1)

<latexit sha1_base64="iGQDnD3zGu7rUA2W63BAf6pnDuM="></latexit>

(x2, y2)

<latexit sha1_base64="XfweqNCa459L3i7sn2SYX4z7OO0="></latexit>

(x3, y3)

<latexit sha1_base64="VjYyiGfC7d9HvTsXupU2rQ02WQE="></latexit>

(x4, y4)

We need to assign uncertainty to the model and 
adapt is sequentially as we observe new evidence.

linear

poly



Research question
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Can we design (online) optimization algorithms that 
uncover and adapt to the problem structure?

Linear
Solutions

Online Model Selection

Non-Linear
Solutions

Adaptive Representation Learning

is learnable with a neural network

<latexit sha1_base64="bUwTOhwQFHYcDuaHgD8fIUX3GGk="></latexit>

ωω → {ω1, . . . ,ωM}
<latexit sha1_base64="k0UtGEVx1NRyzPtDZyeuXAnFR20="></latexit>

M → T

<latexit sha1_base64="qL4Qj98/mjPnSvCuEo4tjtDBzCw="></latexit>

ωω



Online Model Selection (Problem)

10

The reward is linearly parametrizable

<latexit sha1_base64="7tEzcTN8yBfdIC8p9x/PJnS0Hhg="></latexit>

f ω(x) = →ωω(x), εω↑
<latexit sha1_base64="bUwTOhwQFHYcDuaHgD8fIUX3GGk="></latexit>

ωω → {ω1, . . . ,ωM}
<latexit sha1_base64="k0UtGEVx1NRyzPtDZyeuXAnFR20="></latexit>

M → T

<latexit sha1_base64="ozyQA7dxmNZbqjAsjVZw/geTcOU="></latexit>

ωω → Rd

<latexit sha1_base64="QXyKNog2tRq1XQ5FUO0xRCpjKLo="></latexit>

Maximize f ω without knowing ωω

<latexit sha1_base64="yFf2wZPV8rL0aaHIHpUX3vvZUN4="></latexit>

R(T ) =
T∑

t=1

f (xω)→ f (xt)
<latexit sha1_base64="1k4T95rG6xzFnhu29c6G7ibDzuk="></latexit>

– Sublinear in T

– logM

<latexit sha1_base64="o6nxHB3P18+uMmAzAcdTAums0ZI="></latexit>

→ωω→2 ↑ B



A basic solution: Explore then Commit
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Use Group Lasso for implicit model selection

For the remaining steps, always do greedy

For     steps, take i.i.d. samples following a uniform, or “diverse” distribution

w.h.p.

<latexit sha1_base64="FhDo4SbZkXOxnWBw0XOWZphGEeY="></latexit>

T0

<latexit sha1_base64="10SuHC2XsKT+w/HntHZrYt6IFKo="></latexit>

xt = argmax→!(x), ω̂↑

<latexit sha1_base64="3Kpnkx2144nkYlE8Z97l4tBxMpA="></latexit>

ω̂ = argmin
1

T0

∑

s→T0

(ys → ↑!(xs), ω↓)2 + ε
∑

j→M
↔ωj↔2

<latexit sha1_base64="Wibv6M8yTyhdfQZYtr4EQsYWHtU="></latexit>

!(x) = (ω1(x), . . . ,ωM(x)) → RdM

<latexit sha1_base64="UpCnYLGbGw6ac/yE8POwwcTkayg="></latexit>

R(T ) = O
(
3
√
T 2 logM

)
Under a good choice of     and   satisfies

Relies on Lasso variable selection

Is not any-time: only works if horizon T is known in advance

Incur high regret of 

<latexit sha1_base64="9+xS4+PPu1ruh6ldm1AQYpdocmQ="></latexit>

T0
<latexit sha1_base64="OY7KO2jjC9UidHQ1RI45Ju75Z+0="></latexit>

ω

<latexit sha1_base64="hyS90WfiDq6BwapqsCkfesbur9Y="></latexit>

{(x1, y1), . . . , (xT0 , yT0)}



<latexit sha1_base64="q2e6Hq8EbnwaW/Z5Nom/Nrp4IR4="></latexit>

Update qt

Reflects our belief on how good an agent is

Our solution: Probabilistic Aggregation of Models

12

<latexit sha1_base64="u80cZ7yd6vb5Gy01uQExPEZX8jo=">AAACEXicbZDPSsNAEMY39V+t/6oevQSL4KkkUtSj4MWjBVuFJshkM9HF3U3Y3Sgh9Ak8qg/jTbz6BD6LF7dtBG39YOHHNzPM7BdlnGnjeZ9ObW5+YXGpvtxYWV1b32hubvV1miuKPZryVF1FoJEziT3DDMerTCGIiONldHc6ql/eo9IslRemyDAUcCNZwigYa3X962bLa3tjubPgV9Ailc6vm19BnNJcoDSUg9YD38tMWIIyjHIcNoJcYwb0Dm5wYFGCQB2W40OH7p51YjdJlX3SuGP390QJQutCRLZTgLnV07WR+V9tkJvkOCyZzHKDkk4WJTl3TeqOfu3GTCE1vLAAVDF7q0tvQQE1NptGoFDiA02FABmXQQKC8SLGBHJuhmWgkx+2afnT2cxC/6DtH7Y73U7rxKtyq5Mdskv2iU+OyAk5I+ekRyhB8kieyYvz5Lw6b877pLXmVDPb5I+cj292+J7L</latexit>

1

<latexit sha1_base64="RK7DC81Xlr8/pvDaPmCq7+LuTDA=">AAACEXicbZDLSsNAFIYn3q23qks3wSK4KomIuiy4cSNYsBdoQjmZnOjgzCTMTJQQ+gQu1YdxJ259Ap/FjdOLoK0/DHz85xzOmT/KONPG8z6dufmFxaXlldXK2vrG5lZ1e6et01xRbNGUp6obgUbOJLYMMxy7mUIQEcdOdHc+rHfuUWmWymtTZBgKuJEsYRSMtZqX/WrNq3sjubPgT6BGJrrqV7+COKW5QGkoB617vpeZsARlGOU4qAS5xgzoHdxgz6IEgTosR4cO3APrxG6SKvukcUfu74kShNaFiGynAHOrp2tD879aLzfJWVgymeUGJR0vSnLumtQd/tqNmUJqeGEBqGL2VpfeggJqbDaVQKHEB5oKATIugwQE40WMCeTcDMpAJz9s0/Kns5mF9lHdP6kfN49rDW+S2wrZI/vkkPjklDTIBbkiLUIJkkfyTF6cJ+fVeXPex61zzmRml/yR8/ENpeSe5w==</latexit>

M

<latexit sha1_base64="1bEjNRuHkH5rXb+2/ZTRGeM8Ezo=">AAACEXicbZDPSsNAEMY39V+t/6oevQSL4KkkUtSj4MWjBVuFJshkM9HF3U3Y3Sgh9Ak8qg/jTbz6BD6LF7dtBG39YOHHNzPM7BdlnGnjeZ9ObW5+YXGpvtxYWV1b32hubvV1miuKPZryVF1FoJEziT3DDMerTCGIiONldHc6ql/eo9IslRemyDAUcCNZwigYa3XZdbPltb2x3FnwK2iRSufXza8gTmkuUBrKQeuB72UmLEEZRjkOG0GuMQN6Bzc4sChBoA7L8aFDd886sZukyj5p3LH7e6IEoXUhItspwNzq6drI/K82yE1yHJZMZrlBSSeLkpy7JnVHv3ZjppAaXlgAqpi91aW3oIAam00jUCjxgaZCgIzLIAHBeBFjAjk3wzLQyQ/btPzpbGahf9D2D9udbqd14lW51ckO2SX7xCdH5ISckXPSI5QgeSTP5MV5cl6dN+d90lpzqplt8kfOxzfU0J8D</latexit>

i

<latexit sha1_base64="hMqFOJ0TOmwFy2s3M6biSYo1ki0=">AAACFXicbVBNS8NAFNzUr1q/qh69BIvgqSQi6lHw4lHB1kJT5GXzokt3N2H3RSmhv8Gj+mO8iVfP/hYvbmsFrQ4sDDNveG8nzqWwFATvXmVmdm5+obpYW1peWV2rr2+0bVYYji2eycx0YrAohcYWCZLYyQ2CiiVexv2TkX95i8aKTF/QIMeegmstUsGBnNSKkozsVb0RNIMx/L8knJAGm+Dsqv7hcrxQqIlLsLYbBjn1SjAkuMRhLSos5sD7cI1dRzUotL1yfOzQ33FK4qeZcU+TP1Z/JkpQ1g5U7CYV0I2d9kbif163oPSoVwqdF4Safy1KC+lT5o9+7ifCICc5cAS4Ee5Wn9+AAU6un1pkUOMdz5QCnZRRCkrIQYIpFJKGZWTTb+7aCqe7+Uvae83woLl/vt84Dia9VdkW22a7LGSH7JidsjPWYpwJds8e2ZP34D17L97r12jFm2Q22S94b588I6DY</latexit>. . .
<latexit sha1_base64="8A48DYaaoIcdm+fPnPhoRYlpeAg=">AAACFXicbZBNS8NAEIY3flu/qh69BIvgqSRS1KPgxaOC/YCmlMlm0i7d3YTdiVJC/4JX/TPexKtn/4sHk7aCXy8sPLwzw8y+YSqFJc97dxYWl5ZXVtfWKxubW9s71d29lk0yw7HJE5mYTggWpdDYJEESO6lBUKHEdji6LOvtOzRWJPqWxin2FAy0iAUHKi3Rp0q/WvPq3lTuX/DnUGNzXferH0GU8EyhJi7B2q7vpdTLwZDgEieVILOYAh/BALsFalBoe/n01ol7VDiRGyemeJrcqft9Igdl7ViFRacCGtrftdL8r9bNKD7v5UKnGaHms0VxJl1K3PLjbiQMcpLjAoAbUdzq8iEY4FTEUwkMarzniVKgozyIQQk5jjCGTNIkD2z8xWVc/u9w/kLrpO6f1hs3jdpFYx7cGjtgh+yY+eyMXbArds2ajLMhe2CP7Ml5dJ6dF+d11rrgzGf22Q85b59PUqAS</latexit>

it

Agent j uses     to model the reward

Has is own action of choice 

<latexit sha1_base64="5zei13CdoYotWvwesg6nEblbML8="></latexit>

�j

Pass          to all agents

Instead of commiting to a single model,

Instatiate M “agents”

Randomly iterate over the models and at each step choose one

Maintain a distribution over agents

M-dimensional 
probability simplex

<latexit sha1_base64="C8FvmmdMRs+D9xxmS0Ne+YdCfTw="></latexit>

(xt , yt)

<latexit sha1_base64="pXzVn0whSJttyl5xGZRRUBWBAZY="></latexit>

qt → !M

<latexit sha1_base64="YDPHL53JprCMT8CmXqE28k1yYN8="></latexit>

yt = f
ω(xt) + ωt

<latexit sha1_base64="GL7/cyHiZmNn0Lg2vYsMR20tmgA="></latexit>

it → qt

<latexit sha1_base64="nO5NswtdtL3txgpo72jPHE9uUR8="></latexit>xt,j

<latexit sha1_base64="nO5NswtdtL3txgpo72jPHE9uUR8="></latexit>xt,j



Method
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Use Exponential Weighting to update the probability over agents

True reward obtained by agent j so far

sensitivity of updates

<latexit sha1_base64="u80cZ7yd6vb5Gy01uQExPEZX8jo=">AAACEXicbZDPSsNAEMY39V+t/6oevQSL4KkkUtSj4MWjBVuFJshkM9HF3U3Y3Sgh9Ak8qg/jTbz6BD6LF7dtBG39YOHHNzPM7BdlnGnjeZ9ObW5+YXGpvtxYWV1b32hubvV1miuKPZryVF1FoJEziT3DDMerTCGIiONldHc6ql/eo9IslRemyDAUcCNZwigYa3X962bLa3tjubPgV9Ailc6vm19BnNJcoDSUg9YD38tMWIIyjHIcNoJcYwb0Dm5wYFGCQB2W40OH7p51YjdJlX3SuGP390QJQutCRLZTgLnV07WR+V9tkJvkOCyZzHKDkk4WJTl3TeqOfu3GTCE1vLAAVDF7q0tvQQE1NptGoFDiA02FABmXQQKC8SLGBHJuhmWgkx+2afnT2cxC/6DtH7Y73U7rxKtyq5Mdskv2iU+OyAk5I+ekRyhB8kieyYvz5Lw6b877pLXmVDPb5I+cj292+J7L</latexit>

1

<latexit sha1_base64="RK7DC81Xlr8/pvDaPmCq7+LuTDA=">AAACEXicbZDLSsNAFIYn3q23qks3wSK4KomIuiy4cSNYsBdoQjmZnOjgzCTMTJQQ+gQu1YdxJ259Ap/FjdOLoK0/DHz85xzOmT/KONPG8z6dufmFxaXlldXK2vrG5lZ1e6et01xRbNGUp6obgUbOJLYMMxy7mUIQEcdOdHc+rHfuUWmWymtTZBgKuJEsYRSMtZqX/WrNq3sjubPgT6BGJrrqV7+COKW5QGkoB617vpeZsARlGOU4qAS5xgzoHdxgz6IEgTosR4cO3APrxG6SKvukcUfu74kShNaFiGynAHOrp2tD879aLzfJWVgymeUGJR0vSnLumtQd/tqNmUJqeGEBqGL2VpfeggJqbDaVQKHEB5oKATIugwQE40WMCeTcDMpAJz9s0/Kns5mF9lHdP6kfN49rDW+S2wrZI/vkkPjklDTIBbkiLUIJkkfyTF6cJ+fVeXPex61zzmRml/yR8/ENpeSe5w==</latexit>

M

<latexit sha1_base64="1bEjNRuHkH5rXb+2/ZTRGeM8Ezo=">AAACEXicbZDPSsNAEMY39V+t/6oevQSL4KkkUtSj4MWjBVuFJshkM9HF3U3Y3Sgh9Ak8qg/jTbz6BD6LF7dtBG39YOHHNzPM7BdlnGnjeZ9ObW5+YXGpvtxYWV1b32hubvV1miuKPZryVF1FoJEziT3DDMerTCGIiONldHc6ql/eo9IslRemyDAUcCNZwigYa3XZdbPltb2x3FnwK2iRSufXza8gTmkuUBrKQeuB72UmLEEZRjkOG0GuMQN6Bzc4sChBoA7L8aFDd886sZukyj5p3LH7e6IEoXUhItspwNzq6drI/K82yE1yHJZMZrlBSSeLkpy7JnVHv3ZjppAaXlgAqpi91aW3oIAam00jUCjxgaZCgIzLIAHBeBFjAjk3wzLQyQ/btPzpbGahf9D2D9udbqd14lW51ckO2SX7xCdH5ISckXPSI5QgeSTP5MV5cl6dN+d90lpzqplt8kfOxzfU0J8D</latexit>

i

<latexit sha1_base64="hMqFOJ0TOmwFy2s3M6biSYo1ki0=">AAACFXicbVBNS8NAFNzUr1q/qh69BIvgqSQi6lHw4lHB1kJT5GXzokt3N2H3RSmhv8Gj+mO8iVfP/hYvbmsFrQ4sDDNveG8nzqWwFATvXmVmdm5+obpYW1peWV2rr2+0bVYYji2eycx0YrAohcYWCZLYyQ2CiiVexv2TkX95i8aKTF/QIMeegmstUsGBnNSKkozsVb0RNIMx/L8knJAGm+Dsqv7hcrxQqIlLsLYbBjn1SjAkuMRhLSos5sD7cI1dRzUotL1yfOzQ33FK4qeZcU+TP1Z/JkpQ1g5U7CYV0I2d9kbif163oPSoVwqdF4Safy1KC+lT5o9+7ifCICc5cAS4Ee5Wn9+AAU6un1pkUOMdz5QCnZRRCkrIQYIpFJKGZWTTb+7aCqe7+Uvae83woLl/vt84Dia9VdkW22a7LGSH7JidsjPWYpwJds8e2ZP34D17L97r12jFm2Q22S94b588I6DY</latexit>. . .

<latexit sha1_base64="GL7/cyHiZmNn0Lg2vYsMR20tmgA="></latexit>

it → qt
In the next iterates, increase 
probability of the agent, if it 
yielded high rewards

<latexit sha1_base64="IiOOqDUXzOap0e/5eotCkykdlvA="></latexit>

qt,j =
exp

(
ωt

∑t→1
s=1 f

ω(xs,j)
)

∑M
i=1 exp

(
ωt

∑t→1
s=1 f

ω(xs,i)
)

But reward of unplayed agents is not observed.



Method
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Estimate of the reward obtained by agent j so far

Use Exponential Weighting to update the probability over agents

<latexit sha1_base64="u80cZ7yd6vb5Gy01uQExPEZX8jo=">AAACEXicbZDPSsNAEMY39V+t/6oevQSL4KkkUtSj4MWjBVuFJshkM9HF3U3Y3Sgh9Ak8qg/jTbz6BD6LF7dtBG39YOHHNzPM7BdlnGnjeZ9ObW5+YXGpvtxYWV1b32hubvV1miuKPZryVF1FoJEziT3DDMerTCGIiONldHc6ql/eo9IslRemyDAUcCNZwigYa3X962bLa3tjubPgV9Ailc6vm19BnNJcoDSUg9YD38tMWIIyjHIcNoJcYwb0Dm5wYFGCQB2W40OH7p51YjdJlX3SuGP390QJQutCRLZTgLnV07WR+V9tkJvkOCyZzHKDkk4WJTl3TeqOfu3GTCE1vLAAVDF7q0tvQQE1NptGoFDiA02FABmXQQKC8SLGBHJuhmWgkx+2afnT2cxC/6DtH7Y73U7rxKtyq5Mdskv2iU+OyAk5I+ekRyhB8kieyYvz5Lw6b877pLXmVDPb5I+cj292+J7L</latexit>

1

<latexit sha1_base64="RK7DC81Xlr8/pvDaPmCq7+LuTDA=">AAACEXicbZDLSsNAFIYn3q23qks3wSK4KomIuiy4cSNYsBdoQjmZnOjgzCTMTJQQ+gQu1YdxJ259Ap/FjdOLoK0/DHz85xzOmT/KONPG8z6dufmFxaXlldXK2vrG5lZ1e6et01xRbNGUp6obgUbOJLYMMxy7mUIQEcdOdHc+rHfuUWmWymtTZBgKuJEsYRSMtZqX/WrNq3sjubPgT6BGJrrqV7+COKW5QGkoB617vpeZsARlGOU4qAS5xgzoHdxgz6IEgTosR4cO3APrxG6SKvukcUfu74kShNaFiGynAHOrp2tD879aLzfJWVgymeUGJR0vSnLumtQd/tqNmUJqeGEBqGL2VpfeggJqbDaVQKHEB5oKATIugwQE40WMCeTcDMpAJz9s0/Kns5mF9lHdP6kfN49rDW+S2wrZI/vkkPjklDTIBbkiLUIJkkfyTF6cJ+fVeXPex61zzmRml/yR8/ENpeSe5w==</latexit>

M
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it → qt
In the next iterates, increase 
probability of the agent, if it 
could have yielded high rewards
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Turn group lasso into a sparse online regression oracle

Reward of unplayed agents is not observed? Hallucinate it.
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Anytime Exponential weighting algorithm with Lasso reward estimates

[Solves the open problem of Agarwal et al. 2017 in the Linear case]

Algo

Algorithm 1 ALEXP
for t � 1 do

Draw it ⇠ qt and let it choose the action xt
Observe yt = f ?(xt) + "t .
Pass {(xt , yt)} to all agents j = 1, . . . ,M.
Hallucinate the expected reward of every agent.
Update selection probabilities

qt+1,j  
exp(⌘t

Pt
s=1 f̂s,j)PM

i=1 exp(⌘t
Pt

s=1 f̂s,i)

end for

* Algorithm has been simplified.

ALEXP

Theorem (Online Model Selection)
For appropriate choices of parameters, ALEXP with
UCB agents satisfies

R(T ) = O

✓q
T log3 M + T 3/4

p
logM

◆

w.h.p. simultaneously for all T � 1.
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Figure 1: ALEXP can model-select in both
orthogonal and correlated classes (M = 55)

Figure 2: ALEXP performs well
on a large class (M = 165)

O(n3/4
p
logM), and while it is still sublinear and scales logarithmically with M , the dependency on

n is sub-optimal. This may be due to the conservative nature of our model selection analysis, during
which we do not make assumptions about the dynamics of the base agents. Therefore, to ensure
sufficiently diverse data for successful model selection, we need to occasionally choose exploratory
actions with a vanishing probability of �t. We conjecture that this is avoidable, if we make more
assumptions about the agents, e.g., that a sufficient number of agents can achieve sublinear regret
if executed in isolation. Banerjee et al. [2023] show that the data collected by sublinear algorithms
organically satisfies a minimum eigenvalue lowerbound, which may also be sufficient for model
selection. We leave this as an open question for future work.

6 Experiments
Experiment Setup. We create a synthetic dataset based on our data model (Section 3), and choose
the domain to be 1-dimensional X = [�1, 1]. As a natural choice of features, we consider the set of
degree-p Legendre polynomials, since they form an orthonormal basis for L2(X ) if p grows unbound-
edly. We construct each feature map, by choosing s different polynomials from this set, and therefore
obtaining M =

�p+1
s

�
different models. More formally, we let �j(x) = (Pj1(x), . . . , Pjs(x)) 2 Rs

where {j1, . . . , js} ⇢ {1, . . . , p} and Pj0 denotes a degree j0 Legendre polynomial. To construct
the reward function, we randomly sample j? from [M ], and draw ✓j? from an i.i.d. standard gaussian
distribution. We then normalize ||✓j? || = 1. When sampling from the reward, we add Gaussian noise
with standard deviation � = 0.01. Figure 5 in the appendix shows how the random reward functions
may look. For all experiments we set n = 100, and plot the cumulative regret R(n) averaged over
20 different random seeds, the shaded areas in all figures show the standard error across these runs.

Algorithms. We perform experiments on two UCB algorithms, one with oracle knowledge of j?,
and a naive one which takes into account all M feature maps. We run Explore-then-Commit (ETC)
by Hao et al. [2020], which explores for a horizon of n0 steps, performs Lasso once, and then selects
actions greedily for the remaining steps. As another baseline, we introduce Explore-then-Select (ETS)
that explores for n0 steps, performs model selection using the sparsity pattern of the Lasso estimator.
For the remaining steps, the policy switches to UCB, calculated based on the selected features.
Performance of ETC and ETS depends highly on n0, so we tune this hyperparameter separately for
each experiment. We also run CORRAL as proposed by Agarwal et al. [2017], with UCB agents similar
to ALEXP. We tune the hyper-parameters of CORRAL as well. To initialize ALEXP we set the rates of
�t, �t and ⌘t according to Theorem 1, and perform a light hyper-parameter tuning to choose the scaling
constants. We have included the details and results of our hyper-parameter tuning in Appendix F.1.
To solve (1), we use CELER, a fast solver for the group Lasso [Massias et al., 2018]. Every time UCB
policy is used, we set the exploration coefficient �t = 2, and every time exploration is required, we
sample according to ⇡ = Unif(X ). Appendix F includes the pseudo-code for all baseline algorithms.

Easy vs. Hard Cases. We construct an easy problem instance, where s = 2, p = 10, and thus
M = 55. Models are lightly correlated since each two model can have at most one Legendre
polynomial in common. We also generate an instance with highly correlated feature maps where
s = 8 and p = 10, which will be a harder problem, since out of the total M = 55 models, there are
36 models which have at least 6 Legendre polynomials in common with the oracle model j?. Figure 1
shows that not only ALEXP is not affected by the correlations between the models, but also it achieves
a performance competitive to the oracle in both cases, implying that our exponential weights technique
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Figure 2: ALEXP performs well
on a large class (M = 165)
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by Hao et al. [2020], which explores for a horizon of n0 steps, performs Lasso once, and then selects
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that explores for n0 steps, performs model selection using the sparsity pattern of the Lasso estimator.
For the remaining steps, the policy switches to UCB, calculated based on the selected features.
Performance of ETC and ETS depends highly on n0, so we tune this hyperparameter separately for
each experiment. We also run CORRAL as proposed by Agarwal et al. [2017], with UCB agents similar
to ALEXP. We tune the hyper-parameters of CORRAL as well. To initialize ALEXP we set the rates of
�t, �t and ⌘t according to Theorem 1, and perform a light hyper-parameter tuning to choose the scaling
constants. We have included the details and results of our hyper-parameter tuning in Appendix F.1.
To solve (1), we use CELER, a fast solver for the group Lasso [Massias et al., 2018]. Every time UCB
policy is used, we set the exploration coefficient �t = 2, and every time exploration is required, we
sample according to ⇡ = Unif(X ). Appendix F includes the pseudo-code for all baseline algorithms.

Easy vs. Hard Cases. We construct an easy problem instance, where s = 2, p = 10, and thus
M = 55. Models are lightly correlated since each two model can have at most one Legendre
polynomial in common. We also generate an instance with highly correlated feature maps where
s = 8 and p = 10, which will be a harder problem, since out of the total M = 55 models, there are
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actions with a vanishing probability of �t. We conjecture that this is avoidable, if we make more
assumptions about the agents, e.g., that a sufficient number of agents can achieve sublinear regret
if executed in isolation. Banerjee et al. [2023] show that the data collected by sublinear algorithms
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20 different random seeds, the shaded areas in all figures show the standard error across these runs.
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and a naive one which takes into account all M feature maps. We run Explore-then-Commit (ETC)
by Hao et al. [2020], which explores for a horizon of n0 steps, performs Lasso once, and then selects
actions greedily for the remaining steps. As another baseline, we introduce Explore-then-Select (ETS)
that explores for n0 steps, performs model selection using the sparsity pattern of the Lasso estimator.
For the remaining steps, the policy switches to UCB, calculated based on the selected features.
Performance of ETC and ETS depends highly on n0, so we tune this hyperparameter separately for
each experiment. We also run CORRAL as proposed by Agarwal et al. [2017], with UCB agents similar
to ALEXP. We tune the hyper-parameters of CORRAL as well. To initialize ALEXP we set the rates of
�t, �t and ⌘t according to Theorem 1, and perform a light hyper-parameter tuning to choose the scaling
constants. We have included the details and results of our hyper-parameter tuning in Appendix F.1.
To solve (1), we use CELER, a fast solver for the group Lasso [Massias et al., 2018]. Every time UCB
policy is used, we set the exploration coefficient �t = 2, and every time exploration is required, we
sample according to ⇡ = Unif(X ). Appendix F includes the pseudo-code for all baseline algorithms.

Easy vs. Hard Cases. We construct an easy problem instance, where s = 2, p = 10, and thus
M = 55. Models are lightly correlated since each two model can have at most one Legendre
polynomial in common. We also generate an instance with highly correlated feature maps where
s = 8 and p = 10, which will be a harder problem, since out of the total M = 55 models, there are
36 models which have at least 6 Legendre polynomials in common with the oracle model j?. Figure 1
shows that not only ALEXP is not affected by the correlations between the models, but also it achieves
a performance competitive to the oracle in both cases, implying that our exponential weights technique
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by Hao et al. [2020], which explores for a horizon of n0 steps, performs Lasso once, and then selects
actions greedily for the remaining steps. As another baseline, we introduce Explore-then-Select (ETS)
that explores for n0 steps, performs model selection using the sparsity pattern of the Lasso estimator.
For the remaining steps, the policy switches to UCB, calculated based on the selected features.
Performance of ETC and ETS depends highly on n0, so we tune this hyperparameter separately for
each experiment. We also run CORRAL as proposed by Agarwal et al. [2017], with UCB agents similar
to ALEXP. We tune the hyper-parameters of CORRAL as well. To initialize ALEXP we set the rates of
�t, �t and ⌘t according to Theorem 1, and perform a light hyper-parameter tuning to choose the scaling
constants. We have included the details and results of our hyper-parameter tuning in Appendix F.1.
To solve (1), we use CELER, a fast solver for the group Lasso [Massias et al., 2018]. Every time UCB
policy is used, we set the exploration coefficient �t = 2, and every time exploration is required, we
sample according to ⇡ = Unif(X ). Appendix F includes the pseudo-code for all baseline algorithms.

Easy vs. Hard Cases. We construct an easy problem instance, where s = 2, p = 10, and thus
M = 55. Models are lightly correlated since each two model can have at most one Legendre
polynomial in common. We also generate an instance with highly correlated feature maps where
s = 8 and p = 10, which will be a harder problem, since out of the total M = 55 models, there are
36 models which have at least 6 Legendre polynomials in common with the oracle model j?. Figure 1
shows that not only ALEXP is not affected by the correlations between the models, but also it achieves
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uses all features

Figure 3: ALEXP is hardly affected by increasing the number of models (y-axis have various scales)

Figure 4: ALEXP can rule out models without ever having queried them (M = 165)

for model selection is robust to choice of features. ETC and ETS rely on Lasso for model selection,
which performs poorly in the case of correlated features. CORRAL uses log-barrier-OMD with an
importance-weighted estimator, which has a significantly high variance. The curve for CORRAL in
Figures 1 and 2 is cropped since the regret values get very large. Figure 6 shows the complete results.
We construct another hard instance (Fig. 2), where the model class is large (s = 3, p = 10,M = 165).
ALEXP continues to outperform all baselines with a significant gap. It is clear in the regret curves
how explore-then-commit style algorithms are inherently horizon-dependent, and may exhibit linear
regret, if stopped at an arbitrary time. This is not an issue with the other algorithms.

Scaling with M. Figure 3 shows how well the algorithms scale as M grows. For this experiment we
set s = 2 and change p 2 {9, . . . , 13}. While increasing M hardly affects ALEXP and Oracle UCB,
other baselines become less and less sample efficient.

Learning Dynamics of ALEXP. Figure 4 gives some insight into the dynamics of ALEXP when
M = 165. In particular, it shows how ALEXP can rule out sub-optimal agents without ever having
queried them. Figure (a) shows the distribution qt, at t = 20 which is roughly equal to the optimal n0

for ETC in this configuration. The oracle model j? is annotated with a star, and has the highest prob-
ability of selection. We observe that, already at this time step, more than 80% of the agents are practi-
cally ruled out, due to small probability of selection. However, according to Figure (b), which shows
Mt the total number of visited models, less than 10% of the models are queried at t = 20. This is the
key practical benefit of ALEXP compared to black-box algorithms such as CORRAL. Lastly, Figure (c)
shows how qt,j? the probability of selecting the oracle agent changes with time. While this probability
is higher than that of the other agents, Figure (c) shows that qt,j? is not exceeding 0.25, therefore
there is always a probability of greater than 0.75 that we sample another agent, making ALEXP
robust to hard problem instances where many agents perform efficiently. We conclude that ALEXP
seems to rapidly recognize the better performing agents, and select among them with high probability.

7 Conclusion

We proposed ALEXP, an algorithm for simultaneous online model selection and bandit optimization.
As a first, our approach leads to anytime valid guarantees for model selection and bandit regret,
and does not rely on a priori determined exploration schedule. Further, we showed how the Lasso
can be used together with the exponential weights algorithm to construct a low-variance online
learner. This new connection between high-dimensional statistics and online learning opens up
avenues for future research on high-dimensional online learning. We established empirically that
ALEXP has favorable exploration–exploitation dynamics, and outperforms existing baselines. We
addressed the open problem of Agarwal et al. [2017], and showed that logM dependency for regret
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Rapidly recognizes top agents 
and whp selects among them
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Time t = 1, . . . , 100

Number of visited agents
Total number of agents

Each feature map consists of d polynomials chosen out of degree-p Legendre basis
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What is learning-based optimization?
Why structure-aware?Intro

Online Model Selection
- PK et al. ICML ’22
- PK et al. NeurIPS ‘23
- FS*, PK* et al. UAI ‘23

Linear
Solutions

Adaptive Representation Learning

- PK, AK AISTATS ’22
- PK et al. NeurIPS ‘22

Non-Linear
Solutions
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The linear model class, no matter how large M is, can not characterize complex rewards.

L-layer MLP

Network width

Parameters at initialization
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Lt(ω) =
1

t

∑

s→t
(fNN(xs ; ω)→ ys)2 +mε↑ω → ω0↑22

Run SGD for long enough to obtain             .
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fNN(x ; ωt)

Is              a good estimate of    ?
It is trained on non-i.i.d data.
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fNN(x ; ωt)
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f ω How do we use              for action selection?
Greedy can fail. 
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fNN(x ; ωt)

Can we parametrize the feature map and learn it from data using an MLP?
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fNN(x) = →ωNN(x), ε↑

At step t using the data 
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{(x1, y1), . . . , (xt , yt)}
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uncertainty of the reward estimates

The trained network may not be aligned with the reward. However,
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gt =
∑

s→t
→ωfNN(xs ; ωs)

Offline

Theorem (Anytime Neural Confidence Sets)

Under a mild regularity assumption on f ?, if the learning
rate is small enough and the network is wide enough, with
probability greater than 1� �

8t � 1, x 2 X :
���f ⇤(x)� fNN(x ; ✓t)

���  �t�t(x)

The theorem gives an upper confidence bound (UCB) on the true reward values.
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xt+1 = argmax fNN(x ; ωt) + εtϑt(x)
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ωt(x) = g
→
t (mεI + gtg

→
t )
↑1gt

We take an “optimistic” strategy for selectinng actions:
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Offline

Theorem (Neural Bandit No Regret Guarantee)

Under the same assumptions and with probability greater
than 1� �, NN-UCB satisfies

8T � 1 : R(T ) = Õ
⇣
C (d ,L)T 1�1/2d

⌘

Marks the first no-regret guarantee for a 
neural bandit algorithm. 

[Zhou et al. ICML 20]
[Zhang et al. ICLR 21]
[Yang et al. arXiv 20]
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R(T ) = Õ
(
I(y1:T ; f1:T )

→

T
)
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I(y1:T ; f1:T ) = Õ(T
1→1/d)

Putting everything together:

UCB

Algorithm 2 NN-UCB

Input: Initialization ✓0, GD learning rate

for t � 1 do
Play xt = argmax fNN(x ; ✓t�1) + �t�t�1(x).
Observe yt and calculate the loss on (xt , yt).
Update ✓t with a step of GD.

Update �t(x) using the gradient vector.

end for

In practice: data is batched, we use ADAM, 
and a plug in a computationally light 
approximation of the uncertainty term.

Prior work:

But we proved:



Graph domain symmetries

21

Domain:
N-node graphs
with d-dimensional 
node features

ignore graph structure

Structure-agnostic reward estimator

A GNN with 1 conv layer meets this structure! 

Use a model invariant to node permutation.
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We showed that neural networks are a great tool to sequentially learn important features of 
our actions. We can push this further if the action domain has more structure.

Nd-dimensional vector
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fGNN(G; ω) = fGNN(ε · G; ω)

Permutation operator
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Naively using NN-UCB gives

T: the bandit horizon,
N: the number of nodes in each graph,
d: the dimension of node features

We can construct confidence sets using GNNs, 
and create an optimistic algorithm: GNN-UCB

GNN-UCB

Theorem (Fast Rates for Graphs)

Under regularity assumptions and with probability
greater than 1� �, GNN-UCB satisfies

8T � 1 : R(T ) = Õ
⇣
C (d ,L) logNT 1�1/2d

⌘

CNNs uncover important features in images 
much better than neural networks.

For 1D images, this is in part credited to 
invariance of the convolution operator to 
certain transforms (e.g. circular shifts).

GNN-UCB

Theorem (Fast Rates for Images)

Under regularity assumptions and with probability
greater than 1� �, CNN-UCB satisfies

8T � 1 : R(T ) = Õ

 

C (d , 2)
✓

T
d

◆1�1/2d
!
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R(T ) = Õ
(
C(d, L)T 1→

1
2Nd

)



Domain   : Erdos-Rényi random graphs 
Objective: Sampled from 

Improved performance by leveraging structure
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• Outperforms NN methods
• Scales well to large domains of graphs
• Scales well to domains of large graphsFigure 1: Regret R̂T over a time horizon of 500 and 1000 steps with N = 20 and p = 0.2. GNN-PE

consistently outperforms other algorithms and scales well with size of the action set |G|.

Figure 2: Increasing N has little
effect on GNN-PE.

Figure 3: Increasing the edge density of the graphs reduces
the performance gap between GNN-UCB and NN-UCB.

and the neighborhoods are asymmetric. To verify this conjecture, we fix N = 20, |G| = 200, and run
the algorithm over domains with graphs of different edge probability p 2 {0.05, 0.2, 0.95}. Figure 3
shows that while GNN-UCB always achieves sublinear regret, it takes longer to find the optima
when the graphs are more dense. NN-UCB however, improves as the edge probability p grows,
since, roughly put, the graphs in the domain are becoming invariant to permutations. Therefore
Figure 3 confirms that the performance gap between the two method is reduced for graphs that are
more dense. In Figure 8, we plot the effect of graph density for other dataset configurations and
bandit algorithms. This behaviour is observed predominantly for the UCB algorithms.

6 Conclusion

We analyze the use of graph neural networks in bandit optimization tasks over large graph domains.
The main takeaway is that encoding the natural structure of the environment into the model, reduces
the complexity of the task for the learner. By selecting a kernel that embeds invariances, we introduce
structure into the algorithm in a principled manner. Importantly, we propose key structural assump-
tions on the graph reward function and establish a novel connection between additive permutation
invariant kernels and the GNTK. We construct valid graph neural network confidence sets, and use it to
build a GNN bandit algorithm that achieves sublinear regret. While all node features contribute to the
graph’s reward, our bounds are independent of the number of nodes. This result holds for GNNs with
a single convolutional layer and graphs with node feature representation. An immediate next step is
to generalize this approach to other more complex graph neural network architectures and representa-
tions (e.g., by including information about graph edges) and investigating their effectiveness for bandit
optimization. Our analysis opens up two avenues of future research. The proposed kernel and the
graph confidence sets may be used in other algorithms for sequential decision-making tasks on graphs.
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Figure 1: Regret R̂T over a time horizon of 500 and 1000 steps with N = 20 and p = 0.2. GNN-PE
consistently outperforms other algorithms and scales well with size of the action set |G|.
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the algorithm over domains with graphs of different edge probability p 2 {0.05, 0.2, 0.95}. Figure 3
shows that while GNN-UCB always achieves sublinear regret, it takes longer to find the optima
when the graphs are more dense. NN-UCB however, improves as the edge probability p grows,
since, roughly put, the graphs in the domain are becoming invariant to permutations. Therefore
Figure 3 confirms that the performance gap between the two method is reduced for graphs that are
more dense. In Figure 8, we plot the effect of graph density for other dataset configurations and
bandit algorithms. This behaviour is observed predominantly for the UCB algorithms.

6 Conclusion

We analyze the use of graph neural networks in bandit optimization tasks over large graph domains.
The main takeaway is that encoding the natural structure of the environment into the model, reduces
the complexity of the task for the learner. By selecting a kernel that embeds invariances, we introduce
structure into the algorithm in a principled manner. Importantly, we propose key structural assump-
tions on the graph reward function and establish a novel connection between additive permutation
invariant kernels and the GNTK. We construct valid graph neural network confidence sets, and use it to
build a GNN bandit algorithm that achieves sublinear regret. While all node features contribute to the
graph’s reward, our bounds are independent of the number of nodes. This result holds for GNNs with
a single convolutional layer and graphs with node feature representation. An immediate next step is
to generalize this approach to other more complex graph neural network architectures and representa-
tions (e.g., by including information about graph edges) and investigating their effectiveness for bandit
optimization. Our analysis opens up two avenues of future research. The proposed kernel and the
graph confidence sets may be used in other algorithms for sequential decision-making tasks on graphs.
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Application: Virtual Screening for Drug Discovery
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SS-Rand
GNN-SS-UCB (Diag)

SS-Oracle
GNN-SS-Greedy

GNN-SS-UCB (Sub)
GNN-SS-UCB (FJL)

Figure 1: GNN-SS Top-10 Mean Reward. Projection dimension is d = 2048 for both
Subsampling (Sub) and Fast Johnson-Lindenstrauss (FJL variants for uncertainty estimator
ω̃t(·), see Appendix A. Bold horizontal line shows ZINC-250K maximum and the gray region
above GNN-SS-Oracle is unreachable by sub-sampled algorithms.

As observed in Figure 1 and Table 1, Sub and FJL variants of our algorithm obtain higher
reward molecules overall, ranking 8th and 7th respectively, and first among screening methods.
We conjecture that enacting GNN-SS with an uncertainty estimator which models second-
order covariance structure allows us to retrieve diverse molecules early during optimization.
At the cost of sample e!ciency, this improves our surrogate reward estimates, ultimately
leading GNN-SS to obtain higher reward molecules.

The importance of our random sub-sampling routine in GNN-SS is justified by an
experiment in which the acquisition function is evaluated for every member of the domain
G. As shown in Figure 2, for certain objectives GNN-SS-UCB achieves improved sample
e!ciency compared to an expensive variant without sub-sampling.

5

Domain: Zinc dataset with 250k small organic molecules

Virtual screening serves as the first step in DD pipelines.

Rewards: 23 objectives on qantitative estimates of drug-likeness

Oracle

Computationally Limited Oracle
Practical Variants of GNN-UCB

Pure exploration

[MW, BS, PK, AK, IB, AI4D 2024]
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Gt = argmaxfGNN(G; ωt→1) + εtϑt→1(G)

Draw 500 graphs from Zinc



Outlook
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With language models reaching human capacity, learning-based optimization becomes integral 
to the LLM training stack.

Learning-based
Data-collection

Personalization
(contextual bandits)

Active Reward 
modeling
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